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Multi-modal
Vision input

Text input

Outputs

Multi -modal Alignment
(Many-to-many mapping)

Rich information!
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Binding multiple modalities

Gao et al. MEDBind: Medical Electronic patient recorD Binding, MICCAI 2024
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Methods Mixed
Input

CXR/ECG
Interpreter LLM Inputs

30-day 
Readmission

In-Hospital 
Mortality

ACC ACC 

Text-Only Models Ṏ Clinical Expert TXTADMISSION,CXR,ECG 0.650* 0.745*

Encoder-Zoo 
ṉ MedCLIP + ECG-CLIP TXTADMISSION 

+ EMBCXR, ECG

0.605 0.720

ṉ CXR-CLIP + ECG-CLIP 0.599 0.716

MEDBind
ṉ MedBindNM TXTADMISSION 

+ EMBCXR, ECG

0.605 0.736

ṉ MedBindBD 0.643 0.748
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The Carbon of Training an AI Model
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But Where Is the Cost?

Gao et al. MEDBind: Medical Electronic patient recorD Binding, MICCAI 2024
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Carbon Costs of Imaging 

Picano E, Mangia C, D'Andrea A. Climate Change, Carbon Dioxide Emissions, and Medical 

Imaging Contribution. J Clin Med. 2022 Dec 27;12(1):215. doi: 10.3390/jcm12010215. PMID: 
36615016; PMCID: PMC9820937.
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Some Math to Train a Model
ǒ 400k X-rays

ƺ 13,000kg CO2
ǒ 30k CTs

ƺ  276,000kg CO2
ǒ 30k MRI

ƺ 525,000kg CO2
ǒ Patient travel? Etc.
ǒ 814,000kg CO2
ǒ 800 Tonnes + more than 500 for training!
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What About Inference?

Sasha Luccioni, Yacine Jernite, and Emma Strubell. 2024. Power Hungry Processing: Watts Driving the Cost of AI Deployment? In Proceedings of the 2024 ACM Conference on 
Fairness, Accountability, and Transparency (FAccT '24). Association for Computing Machinery, New York, NY, USA, 85т99. https://doi.org/10.1145/3630106.3658542
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Cost for Inference?
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Inference on all CT scans in a year in Canada

ÅAcquire: 6,385,665 CT scans per year in Canada
Å58,748 Tonnes of CO2 (enough to train GPT-3 100 times!)

ÅInference:
Å7.5gx256(slices)x6,385,665
Å12,260 Tonnes of CO2 (enough to train GPT-3 20 times!)
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Could AI reduce carbon?

ÅWhat if we can avoid re-admissions?

Methods Mixed
Input

CXR/ECG
Interpreter LLM Inputs

30-day 
Readmission

In-Hospital 
Mortality

ACC ACC 

Text-Only Models Ṏ Clinical Expert TXTADMISSION,CXR,ECG 0.650* 0.745*

Encoder-Zoo 
ṉ MedCLIP + ECG-CLIP TXTADMISSION 

+ EMBCXR, ECG

0.605 0.720

ṉ CXR-CLIP + ECG-CLIP 0.599 0.716

MEDBind
ṉ MedBindNM TXTADMISSION 

+ EMBCXR, ECG

0.605 0.736

ṉ MedBindBD 0.643 0.748
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Thank you



Opportunities for building 
sustainable data science 

pipelines:
A systematic approach

Bettina Kemme

School of Computer Science

McGill University
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In the News

BBC 2024
Goldman Sachs 2024

Nature 2024

The carbon emissions of writing and illustrating are lower for 
AI than for humans
Χ AI systems emit between 130 and 1500 times less CO2e per 
page of text generated compared to human writers, while AI 
illustration systems emit between 310 and 2900 times less CO2e 
ǇŜǊ ƛƳŀƎŜ ǘƘŀƴ ǘƘŜƛǊ ƘǳƳŀƴ ŎƻǳƴǘŜǊǇŀǊǘǎΧ.

International Energy Agency:
ÅData centers account for 3% of the demand growth worldwide 2024.
ÅData centers in the US account for almost 50% of the demand growth in 2030
ÅČ AI use and demand still quite local in some countries



ÅEnergy- and carbon awareness

ÅUnderstand the concepts (energy, carbon intensity, 
ŜƳōƻŘƛŜŘ ŎŀǊōƻƴΣ ΧΦύ 

ÅTrade-off analysis!

ÅDevelop energy/carbon-low solutions

18

What does this mean for a data 
scientist? --- Outline 



{ǘŀƴŘŀǊŘ !L tŜǊŦƻǊƳŀƴŎŜҐέDƻƻŘƴŜǎǎέ LƴŘƛŎŀǘƻǊǎ

Å Effectiveness

Å Mostly:

Å How good does the model predict

Å the bigger the betterΥ !ŎŎǳǊŀŎȅΣ tǊŜŎƛǎƛƻƴΣ ΧΦ

Å Depends on many things:

Å Model size

Å Model architecture

Å Input data

Å ΧΦ



System Performance Metrics: Computational Costs

ÅEfficiency 

ÅHow long does it take to learn the model

ÅThe less the better

ÅDepends on 
ÅaƻŘŜƭ ǎƛȊŜΣ ŀǊŎƘƛǘŜŎǘǳǊŜΣ ŘŀǘŀΣ Χ
Åcomputer resources

ÅHow much energy needed / carbon emitted

Åaƻǎǘ ŎǳǊǊŜƴǘ ǊŜǎŜŀǊŎƘ ŘƻŜǎƴΩǘ ŎŀǊŜΗΗ



Environmental Costs: 
Power Ą Energy Ą Carbon Emission

ÅEnergy =  Power * runtime

ÅJoules / kWh (kilo watt hours)

ÅCarbon Emission: 

ÅEnergy consumption * Grid Carbon Intensity GCI

ÅLocation AND time dependent

Ontario, 27-October: 130 g CO2eq/kwH 

https://app.electricitymaps.com/map/zone/CA-ON/live/fifteen_minutes

https://app.electricitymaps.com/map/zone/CA-ON/live/fifteen_minutes
https://app.electricitymaps.com/map/zone/CA-ON/live/fifteen_minutes
https://app.electricitymaps.com/map/zone/CA-ON/live/fifteen_minutes


ÅHow much energy was used to produce the hardware

True Carbon Emission of a ML task?

ÅEmission during runtime + amortized embodied 
Carbon 

25

Embodied Carbon



ÅSee talk before
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Carbon Emissions of Data  



Effectiveness ς Efficiency Trade-Off
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Trade-Off: AI Performance vs. Computational Costs

Image from [Bianco et al.@IEEE Access, 2018] S. Bianco, R. Cadene, L. Celona, P. Napoletano: Benchmark analysis of 
representative deep neural network architectures. IEEE Access, 2018. 
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Cost-Metric for Trade-off



ÅNo trade-off!!

ÅAim in better AI performance, no extra computation

ÅAim in same AI performance, less computation

ÅAim in better AI performance with less computation

30

Objective

0

25

50

75

100

0 25 50 75 100

C
o

m
p

u
ta

ti
o

n
a

l 
C

o
st

s

AI Performance

AI performance vs. Computational Cost



Towards energy-aware and carbon-aware 
solutions



ÅSee talk before
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Reduce Carbon Emissions of Data  
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More efficient hardware



ÅtǊƻōƭŜƳ мΥ WŜǾƻƴΩǎ ǇŀǊŀŘƛƎƳ

ÅMore efficient resource 

    Ą Demand for the resource increases
ÅTotal resource consumption rises

ÅProblem 2: 
ÅReplacement cycle

ÅEmbodied carbon (of old and new hardware)

35

More efficient hardware



ÅML algorithms do not use GPU to 100% all the time

ÅWhenever not used fully, cap the power Č use less energy

ÅChallenge:

ÅFind the sweet spot

ÅCap dynamically and autonomous

37

Power Capping



[Wiesner et al. @Middleware, 2021] P. Wiesner, I. Behnke, D. Scheinert, K. Gontarska, L. Thamsen: Let's wait a while: How temporal workload 

shifting can reduce carbon emissions in the cloud, Int. Middleware Conference, 2021.
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Carbon-aware Scheduling

ÅSchedule tasks when low carbon intensity!

ÅChallenge:
ÅNot all load will fit into the low intensity periods!



Split model and assign to machine that is the most 
appropriate

Challenges:

Χ
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Use all machines

[Patel et al.@ISCA]  P. Patel, E. Choukse, C. Zhang, A. Shah, Í. Goiri, S. Maleki, R. Bianchini: Splitwise: Efficient Generative LLM Inference Using Phase Splitting.  Intern. 

Symposium on Computer Architecture, 2024.



Model Selection for Inference:

Use the model with the lowest costs that provides passable 
output quality

Å/ƘŀƭƭŜƴƎŜǎΥ ΧΦΦ 

42

Cost-Aware Scheduling



Algorithm Efficiency



ÅEarly stopping:

ÅImprovement compared to previous iteration(s) below a 
threshold

45

Early stopping



ÅHigh-level idea:

ÅDo computations only on 
part of model parameters
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Lora / MoE ΧΦ

[Hu et al.@ICLR, 2022] E. J. Hu, Y. Shen, P. Wallis, Z. Allen-Zhu, Y. Li, S. Wang, L. Wang, W. Chen: 

LoRA: Low-Rank Adaptation of Large Language Models. International Conference 

Representation Learning (ICLR), 2022.

[Fedus et al.@JMLR] E. Fedus, B. Zoph, N. Shazeer: Switch transformers: Scaling to trillion 

parameter models with simple and efficient sparsity, Journal of Machine Learning Research 

(JMLR), 2022.

Trade-off?
No trade-off!
Better AI performance
Less resource consumption

mailto:al.@JMLR


ÅWhat to do when developing new ML algorithm / using 
ML algorithm for a problem

ÅReporting

ÅReport AI performance AND resource consumption

ÅDiscuss trade-off

ÅDiscuss whether/why it is worth it

ÅDual Objective:

ÅLet AI performance not be your only objective

ÅAvoid tradτoffs!

47

Summary



Artificial Intelligence 
in Health and the 
Environment 

Muhammad Mamdani



Interest in AI in Health



Impact of AI 
in Health



Key Findings

Å 76%of participants (family doctors and nurse 
practitioners) reported reduced cognitive load 
during patient encounters when using an AI scribe

Å On average,3 to 4 hours per weekwere freed up 
for direct patient care.

Å > 80%of participants expressed a desire to 
continue using AI scribes long-term



CHARTwatch
(Verma et al, CMAJ, 2024)



Stroke Management in the UK

Å CT analysis to guide surgical vs 
medical management at 107 NHS 
stroke centres

Å % patients leaving with no or slight 
ŘƛǎŀōƛƭƛǘȅΥ ҧ ŦǊƻƳ 16% to 48%

https://nrtimes.co.uk/nhs-ai-tool-will-help-50-of-stroke-
patients-recover-
lpc25/#:~:text=In%20NHS%20pilots%2C%20the%20technology
,cent%20to%2048%20per%20cent.













Responsible AI


